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a b s t r a c t
Modern Internet applications run on top of complex system infrastructures where several runtime
management algorithms have to guarantee high performance, scalability and availability. This paper aims to
offer a support to runtime algorithms that must take decisions on the basis of historical and predicted load
conditions of the internal system resources. We propose a new class of moving ﬁltering techniques and of
adaptive prediction models that are speciﬁcally designed to deal with runtime and short-term forecast of
time series which originate from monitors of system resources of Internet-based servers. A large set of
experiments conﬁrm that the proposed models improve the prediction accuracy with respect to existing
algorithms and they show stable results for different workload scenarios.
© 2009 Elsevier B.V. All rights reserved.

1. Introduction
Runtime algorithms that have to manage complex Internet-based
infrastructures need adequate supports to their decisions. The
common tendency of denoting the statistical properties of the external workload reaching Internet-based systems (e.g., heavy-tailed
distributions [3,4,9], burst arrivals [19], hot spots [5]) does not help
the algorithms to deal with the complexity and mostly unknown
statistics of the system internals. Indeed, the models that are oriented
to evaluate system performance through a prevalent external trafﬁc
view are useless to estimate and to anticipate a precise state of an
internal resource. Consequently, adequate runtime decisions require
the possibility of capturing the state of modern Internet applications
in terms of internal system scenarios consisting of numerous I/O
streams, timing information, and interactive concurrent tasks that
enter and leave the system in a way that is difﬁcult to predict.
Predicting the behavior of the system resources from the internal
is an original view that is necessary for supporting runtime
management, such as taking decisions according to some objective
rules for event detection, for triggering actions concerning data/
service placement, for anticipating resource overload. These problems
occur frequently in Internet applications that are typically supported
by clusters of hundreds or thousands of servers. These contexts
require novel runtime models that are able to capture signiﬁcant
information about the past and present internal state and to predict
the future state of the system resources. In this paper, we give a
mathematical support to the internal system view approach and
propose some prediction models that can predict at runtime the
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future state of the system resources in a short-term horizon which is
sufﬁcient to take better management decisions in terms of load
balancing, load sharing, admission control, and job dispatching. We
analyze the (un)predictability of some typical performance indexes
deriving from the server monitors of a multi-tier Web-based system
and we conﬁrm that the resource measures referring to Internetbased servers are extremely variable, non-stationary [11], and tend to
become obsolete quickly. In these contexts existing predictive models
are not satisfactory and a new class of prediction algorithms is
necessary. An important result of the statistical analysis is that raw
measures of the system resources are characterized by a high
frequency component (noise) that perturbs the measures and
contributes to their unpredictability. The proposed algorithms ﬁrst
reduce the noise component through a runtime smoothing process
that is based on Discrete Fourier Transform functions. This smoothing
process acts as a runtime moving ﬁlter that evidences a low frequency
component. As the ﬁltered data exhibit some short-term dependency,
we have the possibility of predicting the state of the internal resources
in terms of ﬁltered performance indexes. Even in a context of ﬁltered
data, popular predictive models (e.g., Auto-Regressive, ARIMA,
Exponential Weighted Moving Average, Linear Regression), when
adopted at runtime in extremely variable scenarios, show a limited
precision or an excessive delay with respect to a short-term horizon.
Hence as a second contribution, we propose an adaptive prediction
algorithm that at runtime takes into account the non-stationary effects
of the data set, the time series trend and the runtime constraints.
Experiments on a large set of realistic data show that the proposed
prediction models are able to forecast on-the-ﬂy the future resource
state of the Internet-based servers by improving the accuracy of the
existing models. The rest of the paper is organized as follows.
Section 2 presents related work and compares main contributions of
this paper against the state of the art. Section 3 analyzes the statistical
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characteristics of the information coming from the monitors of the
internal system resources and evidences the necessity of ﬁltering the
raw data sets. Section 4 proposes a runtime moving ﬁlter models that
can be utilized to “clean” the raw data set at runtime. Section 5
outlines four prediction models that may be used in the context of
Internet-based systems. Section 6 presents the new class of adaptive
models that are proposed as runtime predictors in scenarios
characterized by high variability. Section 7 reports the results of the
considered prediction models for different workload scenarios.
Section 8 concludes the paper with some ﬁnal remarks.
2. Related work
There are several external and internal system factors which make
the problem of supporting runtime management decisions in
Internet-based contexts interesting, difﬁcult and not deeply investigated. While external workload factors are well known, internal
system factors have received less attention. The complexity of the
middleware and applications for the support of Internet applications
is continuously increasing, but no adequate characterization of the
internal behavior of these systems has been presented yet. In other
parallel and distributed applications [1,5,10], the resource measures
are valid sources to decide about where the system is, where the
system is going, whether it is necessary to activate some management
process. While a measure offers an instantaneous view of the load
conditions of a resource, in Internet-based contexts, it is of little help
for distinguishing overload conditions from transient peaks, for
understanding load trends and for anticipating future conditions.
Although predictive algorithms play a crucial role in managing
Internet-based services, the large majority of prediction algorithms is
based on off-line analyses that utilize measures collected from access
logs or resource usage monitors [5,12,22]. For example, genetic
algorithms, Support Vector Machines [13], wavelet analysis [26], and
Fuzzy systems, neural network [29] may achieve a valid prediction
quality after a medium–long learning time in rather stable contexts
but they cannot be applied to runtime decisions [15] in extremely
variable contexts characterizing Internet-based systems. Indeed, most
time series forecasting models are intrinsically designed for off-line
applications and medium–long-term predictions because in the
considered context they would require to update their parameters
every time there is a signiﬁcant change in the statistical properties of
the time series. One key requirement of this paper is that the
regression analysis and the prediction models must be executed with
limited computational overhead which is of utmost importance for
achieving prediction in a short-term horizon. The models of our
interest may lack the learning capabilities and the accuracy of the offline models, but in the considered context it is mandatory to achieve
good (not necessarily optimal) predictions quickly, rather than
looking for the optimal decision in an unpredictable amount of
time. Some runtime prediction models for Internet-based systems can
be inspired to models in other ﬁelds. This is the case of AutoRegressive (AR, ARMA, ARIMA) and other linear models that are
popular in economics. Some previous works on short-term prediction
make strong assumptions on the mathematical characteristics of the
workload, thus simplifying the prediction problem with respect to the
conditions characterizing Internet-based systems. For example, the
authors in [23] present a feedback control prediction mechanism that
works well for mildly oscillating or stationary workloads. In [30] the
authors explore the beneﬁts of the integration of non-linear corrective
factors in a linear regression to predict FTP transfer times. In [16], a
predictability study of a low variable resource such as the CPU load
average is presented through different autoregressive models. The
authors in [28] compute precise lower and upper bounds for the
prediction interval and error of network trafﬁc, which is assumed to
be a Gaussian process. All these solutions do not hold for the
workloads and resources behavior characterizing the considered
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Internet-based systems that exhibit speciﬁc statistical properties,
such as heavy-tailed distributions [3,9], burst arrivals [19], hot spots
[5], high variability [2], non-stationarity [11] and non-determinism.
Our paper differs from most previous work because it considers
realistic workloads, and when you move from ideal to realistic
workload conditions, almost all the considered prediction models
exhibit high precision errors. The proposed dynamic prediction
algorithm works ﬁnely even in the typical conditions of real workload
scenarios.
Although the external factors contribute to the internal complexity, the focus of this paper is on capturing the internal system
behavior, managing it, and using it for accurate short-term predictions
at runtime. Other results oriented to the short-term prediction in the
presence of non-stationary workloads [18,20,23] consider external
factors, which are turned into a measure of the future internal system
load. On the other hand, we apply prediction models to a
representation of the data set referring to the state of the internal
resources of Internet-based servers. Prediction of Web load demands
to internal system resources is a novel ﬁeld. Paciﬁci et al. [25] apply
ﬁltering techniques to predict the CPU demand of Web applications. In
[2] that inspired this research on an internal system view, the same
authors discuss the effects of a typical Web workload on the system
resources and propose different representations of the internal
resource load and their applications to several management algorithms. This paper explores the statistical foundations of that
intuition, proposes more efﬁcient runtime moving ﬁlters, and focuses
on the predictability problem in Internet-based systems. In this
context, we propose a new class of adaptive prediction models which
take into account the non-stationary effects of the data set and the
load trend evaluation of the time series. The proposed algorithms
achieve valuable results in Internet-based contexts, still satisfying
runtime computational constraints.
3. Statistical analysis
Management and coordination of Internet-based servers are
usually carried out through several algorithms that take on-the-ﬂy
decisions on the basis of continuous information related to the state of
the internal system components. These management algorithms
could largely beneﬁt of evaluations and short-term predictions
about the state of internal resources. Unfortunately, it is very difﬁcult
to model the complexity of internal server interactions without
penalizing some realistic features because of two main causes [2]: the
typical Internet workload shows unstable patterns, heavy-tailed
distributions and ﬂash crowds; there are unclear (from a modeling
point of view) relationships among the external arrivals and the
internal software/hardware components that are characterized by
object-oriented distributed software, concurrent accesses to application and database servers, authentication, virtual servers, and
unpredictable mutual dependencies. The literature is oriented to the
analysis of the external workload models and their statistical
properties (e.g., [5,19]), but it tends not to deal with the complexity
and mostly unknown statistics of the system internals, even because
most architectures and solutions are proprietary [18,25] and the
academic community has no or limited access to fundamental
information. As an example for our statistical analysis, we consider
a popular Web-based system referring to a multi-tier logical
architecture (Fig. 1) that is based on the implementation presented
in [7]: the front-end node executes the HTTP server, the application
server is deployed through the Tomcat servlet container, and the
back-end node runs a MySQL database server. We generate the client
requests through a set of emulated browsers, where each browser is
implemented as a Java thread reproducing an entire user session with
the Web site. The client requests follow the TPC-W workload model, a
popular industrial benchmarking that is commonly utilized for
evaluating the performance of dynamic Web-based systems (e.g.,
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Fig. 1. Experimental testbed for statistical analyses.

[7,8]). The WAN effects are emulated through the netem emulator. For
statistical purposes, it is important to re-create in a controlled
environment the entire client/server interactions, where all the
external and internal request ﬂows are logged through system
monitors. Thanks to this testbed, we are able to know the exact
periods during which the number of requests is stable, when they
change, and which are the changing patterns. We captured data
referring to all internal and external resources for experiments lasting
for hours. For space reasons, we focus on two representative measures
of the state of the system resources: CPU utilization and disk
throughput. The statistical behavior of these internal resources is
representative of different Internet-based servers we have analyzed
when they are subject to realistic workloads.
Data reaching the collector from the system monitors represent
the historical basis for prediction models. Each historical information
referring to one resource can be considered as a time series D, that is,
an ordered collection of n data. Speciﬁcally, for each resource, we have
a time series D = {d0,…,dn − 1}, where the elements are time ordered
and correspond to the value given by the monitors at that instant. For
example, if we consider that a system monitor captures one second of
CPU utilization every 5 s during an observation interval of 10 min,
then the raw data set corresponds to D = {d0,…,d119}. An important
premise is that no prediction model can work if the analyzed time
series does not exhibit some predictability factors. The raw data set
has to show some temporal dependency, otherwise any prediction is
unfeasible. The auto-correlation analysis on the time series allows us
to show the presence of time dependence and to distinguish between
the possibility of achieving long-term or just short-term prediction. A
highly variable and noisy data set showing a so-called jittery behavior
does not prevent predictability, but the accuracy of the prediction may
be very low if it is referred to a future time that is inadequate to the
statistic characteristics of the raw data set. We deﬁne prediction
window k the number of predicted steps ahead. The accuracy of the
prediction algorithms with respect to a certain prediction window is
strictly dependent on the auto-correlation functions (inverse Fourier
transforms) of the power spectra of the historical data set, that is,
ACFðsÞ =

n−s
1
∑ ½di −μ½di + s −μ
2
ðn−1−sÞσ i = 0

resources (CPU utilization, network and disk throughput) of the
application and database servers of the multi-tier Web system shown
in Fig. 1 and subject to the Stable workload scenario described
in Section 7. A point (s, ACFs) denotes that the correlation between the
i-th and the (i + s)-th load values is equal to ACFs. A high value of the
auto-correlation function suggests that the i-th value may be used to
predict the measure di + s with some degree of accuracy. The vice
versa is true when the ACF between two points tends to zero. It is
worth to point out that the results that are shown in Fig. 2 (very far

ð1Þ

where di and di + s are the values at the lags i and i + s, μ is the mean
value and σ2 the variance of the data set. It is important to recall that a
raw data set is considered predictable with an adequate accuracy for a
prediction window k, if its auto-correlation function |ACF(k)| ≥ 0.3 [6].
Unfortunately, the auto-correlation functions of the raw data set
coming from the system monitors of the considered servers decay
rapidly. As an example, in Fig. 2 we report the results of the autocorrelation analysis of raw data sets referring to three system

Fig. 2. Auto-correlation functions of the raw data set (original data set).
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from the threshold 0.3 as soon as the lag k is higher than 3) are
representative of a very large set of data related to the internal system
resources that we do not report for space limitation. The message
from Fig. 2 and all other not reported results are quite clear:
independently of the considered resource and type of server, the
auto-correlation functions of the raw data sets decay steeply and the
maximum prediction window kmax is lower than 5.
A data set characterized by a quickly decay of the ACF values may
be subject to white noise perturbation [17], hence it is important to
verify the validity of this deduction. To this purpose, we evaluate the
spectral analysis of the raw datasets of the most important internal
resources of an Internet-based system. In Fig. 3 we show, as a
representative example, the noise values that are obtained by the
spectral analysis of the data values referring to the CPU utilization of
the database server. As the noise that perturbs the signal is uniformly
distributed in the entire frequency domain, it can be deﬁned as a
white noise. Every signal that presents white noise shows an
uncorrelated behavior among the data set values and any prediction
is inaccurate even in a short-term period [17]. On the other hand, the
presence of a white noise in the raw data sets is a positive result,
because there is a large literature on ﬁlters that can eliminate noise
from signals. A runtime ﬁlter that is adequate to the considered
scenarios is presented in the next section. The expectation is that the
ﬁltered data set can augment the predictability with respect to raw
observed measures.
4. Moving ﬁlter models operating at runtime
Various ﬁlters that can work at runtime are based on moving average
models (e.g., EWMA [14,21]). Unfortunately, they are inadequate to
facilitate short-time predictions in an Internet-based context because
they tend to introduce an excessive representation delay when the size
of the raw data set is large, while they do not eliminate all noises when
the data set is small. The issue of the choice of the best data set size can
be addressed when the data values are characterized by some stability,
but this is not the case for the considered scenarios. Hence, we represent
the system resource behavior at runtime through a new moving ﬁlter
that is based on the Discrete Fourier Transform function (DFT) [24]. The
Discrete Fourier Transform applied at step j to the n values of the
raw data set Dj = {dj −(n − 1),…, dj} is a sequence of complex numbers
DFTj(w/n):
−i2πzw
n

1 n−1
DFTj ðw = nÞ = pﬃﬃﬃ ∑ dj−ðn−1Þ + z e
n z=0

w = 0; …; n−1:

ð2Þ

where e is the base of the natural logarithm, i is the imaginary unit
and w/n denotes the frequency associated to each coefﬁcient. The
Discrete Fourier Transform allows us to represent the values of the
raw data set
as a linear combination of the complex sinusoids
e−i2πzw = n
sw = n ðzÞ = pﬃﬃﬃ . By passing from the frequency domain back to the
n
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time domain, we can obtain every value of the raw data set through
the inverse Fourier transform:
1 n−1
dj−ðn−1Þ + z = pﬃﬃﬃ ∑ DFTj ðw = nÞe
z w=0

i2πzw
n

z = 0; …; n−1:

ð3Þ

We can de-noise the raw data set by reducing the number of the n
Fourier coefﬁcients that are used in the representation. In particular,
we are interested in a DFT ﬁlter that excludes from the inverse Fourier
transform the coefﬁcients corresponding to the high frequency
components of the raw data set Dj. The DFT-based moving ﬁlter
value fj is deﬁned, at step j, as the sum of a subset W of the n Fourier
coefﬁcients (0 ≤ W ≤ n − 1):
W
1
fj = pﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ ∑ DFTj ðw = nÞe
n−1 w = 0

i2πðn−1Þw
n

ð4Þ

Each application of the DFT moving ﬁlter generates a novel value fj.
At step j, the set of the ﬁltered values that are generated by j
applications of the DFT moving ﬁlter is denoted by Fj = { f1,…, fj}.
A DFT moving ﬁlter is computationally more expensive than a
moving average ﬁlter though it has the advantage of being more
reactive to changes especially when the raw data set is highly variable.
In these conditions, the moving average ﬁlters tend to introduce a
delay proportional to the size n of the raw data set [6], while the DFT is
less dependent on this choice. No demonstration exists in literature
but experience shows that the DFT needs a number n of values that is
sufﬁciently representative (lower bound for n), compatible with
runtime constraints (upper bound for n), and typically chosen as a
power of two [24]. The DFT algorithm is a O(n2) algorithm [6] and the
computational cost for computing a new ﬁltered value goes up rapidly
as the number of points n grows (for example, for n = 29, the DFT
requires more than one million of multiplications [27]), hence we can
consider that a value of n < 29 is compatible with runtime constraints.
The lower bound choice depends on the statistical characteristics of
the data set. Typically, when the noise component that perturbs the
data set is high, it is necessary to choose a higher value to obtain a
representative ﬁltered representation. For example, in our scenarios a
choice of n = 26 guarantees an adequate data representation.
An important parameter of the DFT-based moving ﬁlter is the
choice of the number W of the Fourier coefﬁcients considered in the
representation. To this purpose, we recall that the ﬁlter is used to
improve the predictability of the raw data set that is scarcely
predictable, as shown in Section 3. Lower values of W correspond to
a higher predictability of the ﬁltered data set, but they imply a too
much smoothed data representation that would be unable to capture
some signiﬁcant changes in the raw data set behavior. On the other
hand, very high values of W would cause a lower predictability
because the data representation would be too similar to the (not

Fig. 3. Noise analysis of the internal resource measures.
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predictable) raw data set. The best compromise between a realistic
representation and predictability is to choose W as the maximum
value guaranteeing that the ﬁltered data set is predictable on the
interval deﬁned by the maximum prediction window kmax of interest
for the context to which the prediction should be applied. A ﬁltered
data set is predictable kmax steps ahead if its auto-correlation function
|ACF(kmax)| ≥ 0.3 [6]. Hence, we compute the ACF function of the
ﬁltered data sets F for different values of W > 1, and we choose the
DFT moving ﬁlter corresponding to the maximum W that still satisﬁes
the condition ACF(kmax) ≥ 0.3.
For example, let us consider that we are interested to predict
kmax = 20 steps ahead a raw data set referring to the CPU utilization
of a database server in a multi-tier Web system. By computing the
ACF function of the data set representations generated by the DFT
ﬁlter for different values of W > 1 and for n = 26, we have noticed
that the ACF(kmax = 20) values decrease as W increases. The most
suitable ﬁltered representation is given by the DFT moving ﬁlter for
W = 6, that is the maximum value for which the ﬁltered set F
satisﬁes the condition ACF(kmax = 20) > 0.3. We have applied this
methodology to choose the parameters of the DFT moving ﬁlter for
the CPU utilization, disk throughput and network throughput of the
application server and database server of systems subject to different
workload scenarios. Table 1 reports the ACF values of the raw data
set and of the selected DFT moving ﬁlter representation for n = 26
and for different k values, from 10 steps ahead to the maximum
prediction window kmax = 20 that determines the choice of the
parameter W. This table conﬁrms the expectation that ACF decreases
for higher values of the prediction window k. However, for any
system resource, a different parameterization of the DFT moving
ﬁlter is able to guarantee the predictability of the ﬁltered data set
even when the raw data set is quite unpredictable (see the very low
values of the ACF of the raw data sets compared to the corresponding
ACF of the ﬁltered data sets). As an example, Fig. 4 offers a qualitative
evidence of the capability of the DFT moving ﬁlter to reduce the noise
components of the raw data set at runtime. It compares the raw data
set values, that is, the raw measures of the CPU utilization of the
database server referring to Realistic scenario 1 (small dots spread in
the entire picture) with their representation (line) obtained by the
runtime DFT moving ﬁlter for W = 6. We should consider that this
ﬁgure is representative of other workload scenarios and resource
indexes that are typical of Internet-based systems.

Fig. 4. Raw data vs. DTF-based moving ﬁlter.

data set is low and additional past values do not add information
useful to prediction purposes.
A predicted value at step j is the output of a function conditioned
on F(r)
fĵ + k = g(Fj(r)) + j in which g() is the function capturing the
j
predictable component of the ﬁltered data set, j models the possible
noise, and k denotes the number of steps in the future that is, the socalled prediction window. There is a plethora of prediction models that
aim to time series forecasting, but the choice of the most appropriate
model depends on the context characteristics. As our focus is on
runtime and short-term prediction, we are interested to achieve a
high prediction accuracy through an algorithm characterized by low
computational complexity. The accuracy is related to the precision in
modeling the future data set in a hypothetic stable condition, but also
to the capacity of the model of adapting its prediction to load
variations when conditions are unstable. The rationale behind these
attributes is that we want an accurate prediction, but we are also
interested in the execution time to obtain it. We consider four popular
classes of linear prediction models that can be applied to runtime
contexts.
5.1. Exponential weighted moving average (EWMA)
This model predicts the future value k steps ahead as a weighted
average of the last data value fj and of the previously predicted value
fĵ :

5. Prediction models
The considered prediction models work at runtime on the set
of ﬁltered information. In particular, at step j we consider Fj(r) =
{ fj − (r − 1),…,fj} that is the subset of the last r values of the entire
set of ﬁltered data Fj. We propose to choose r equal to the maximum
prediction window kmax because ACF(i) < 0.3 for i > kmax. This means
that after kmax values the time dependency between the past ﬁltered

f̂ j

+ k

= γ fˆj + ð1−γÞfj

ð5Þ

where γ is typically set to 2 / (r + 1), and r is the size of the ﬁltered
data set. The EWMA models are simple linear algorithms that are
characterized by a very low prediction cost. Their accuracy depends

Table 1
Auto-correlation values of raw and ﬁltered data.
Application server

Database server
k = 10

k = 15

kmax = 20

CPU utilization
Raw data set
DFT moving ﬁlter (W = 7)

0.01
0.69

0.006
0.46

0.003
0.33

Disk throughput
Raw data set
DFT moving ﬁlter (W = 7)

0.05
0.70

0.04
0.46

Network throughput
Raw data set
DFT moving ﬁlter (W = 6)

0.07
0.56

0.0006
0.45

k = 10

k = 15

kmax = 20

Raw data set
DFT moving ﬁlter (W = 6)

0.02
0.60

− 0.02
0.45

0.02
0.33

0.02
0.35

Raw data set
DFT moving ﬁlter (W = 4)

0.001
0.61

0.01
0.47

0.01
0.32

0.05
0.31

Raw data set
DFT moving ﬁlter (W = 5)

0.03
0.61

0.04
0.44

0.01
0.31

S. Casolari, M. Colajanni / Decision Support Systems 48 (2009) 212–223

on the data set characteristics. In stable conditions, they exhibit a good
prediction quality even because it is possible to improve their
accuracy through an adequate choice of the parameters γ and r.
When the data set is unstable, the prediction quality decreases as well.
Besides the accuracy problem, another main issue is that the EWMA
models introduce a smoothing factor that is proportional to the size of
the considered data set [21]. The smoothing factor of the EWMA
model reduces its reactivity and introduces a delay in following the
variations of the data set behavior. This problem may reduce the
efﬁcacy of the EWMA application to the considered runtime context.
5.2. Auto-regressive (AR)
A k step ahead prediction through an AR model is a weighted
linear combination of p values represented by the k − 1 predicted
values fĵ + k − 1,…, fĵ + 1 in the previous k − 1 steps, and by the p − k
values of the ﬁltered data set ( fj,…,fj − (p − k)). These values are
weighted by p linear coefﬁcients φ1,…,φp that are the ﬁrst p values of
the auto-correlation function evaluated on F(r)
j . The p order of the AR
process is deﬁned by a statistical test based on the partial autocorrelation function that is described in [6,21]. Higher order autoregressive models include more lagged fj terms, where the coefﬁcients
are computed on a temporal window of r values. The last element of
the AR model is the component j that is obtained as a function of the
residual sequence (see [6] for additional details). Hence, an AR-based
predictor at step j can be written as:
fˆj + k = φ1 f̂j +

ðk−1Þ

+ … + φp fj−ðp−kÞ + j

ð6Þ

When the data set is stable, the AR models represent an
appreciable solution to the trade-off between prediction cost and
prediction quality [16], however the AR accuracy risks are low in the
considered highly variable scenario.
5.3. Auto-regressive integrated moving average (ARIMA)
A k step ahead prediction through an ARIMA model is obtained by
differentiating a d number of times the non-stationary sequence of the
ﬁltered values in Fj(r) and by ﬁtting an Auto-Regressive Moving
Average model (ARMA) that is composed by the auto-regressive
model (AR) described in Eq. (6) with a moving average model (MA).
The moving average part is a linear combination of the past (q − k)
noise terms, ej,…ej − q − k weighted by the linear coefﬁcient ϑ1,…,ϑq − k
[6,21]. Hence, an ARIMA model is characterized by three parameters
where p is the number of the considered data set values; q − k is the
number of the residuals values; d is the number of the differentiating
values. An ARIMA model for a k step ahead prediction can be written
as:
fˆj + k = φ0 + φ1 f̂j +

ðk−1Þ

+ … + φp

+ ϑ1 ej + … + ϑq−k ej−ðq−kÞ

+ d fj−p−d + k

+
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5.4. Linear regression (LR)
Among the several linear regression models proposed in literature,
we consider Baryshnikov et al.'s model [5], that is applied to the
ﬁltered data set Fj(r). A prediction at step j of a value k steps ahead is
equal to:
f̂j

+ k

= α j k + βj

ð8Þ

where the coefﬁcients αj and βj are dynamically chosen so to
minimize the mean quadratic deviation ∑jz = j−ðr−1Þ ½ fˆz −fz 2 among
the ﬁltered data set Fj(r) and the predicted data set Fĵ . They are equal
to:
j

αj =

ðrÞ

∑z = j−ðr−1Þ ð fz −E½Fj Þðf̂ z −E½F̂j Þ
j
ðrÞ
∑z = j−ðr−1Þ ð fz −E½Fj Þ2

;

ðrÞ

βj = E½F̂j −αj E½Fj 

ð9Þ

where E[Fj(r)] and E[F ĵ ] are the mean of the ﬁltered data set values
and of the predicted data set values, respectively. The simplicity of
the LR model guarantees a low prediction cost. Its prediction
quality is good when the data set is stable or is subject to long-term
variations. On the other hand, when the data set is characterized by
short-term variations, the LR model tends to overestimate the
changes of the data set values with a consequent low prediction
quality. We observe that these wrong predictions are a consequence of the fact that the LR model predicts the new value without
considering any information about the data trend. The absence of
this information limits the LR accuracy in the considered contexts
that are characterized by continuous changes of data behavior.
6. Adaptive prediction model
The data sets deriving from the server resources, although ﬁltered,
are characterized by non-stationary effects. In this context, the
considered prediction models satisfy the computational constraints
but they may be affected by some inaccuracy. In the speciﬁc context of
the internal resources of Internet-based systems and runtime
prediction in a short-term horizon, we think it is necessary to propose
a novel class of prediction algorithms that is able to limit the
drawbacks of the existing models. An ideal prediction model should
combine the simplicity of the LR model, the AR and ARIMA qualities of
reproducing the stochastic pattern of the data set and the EWMA
ability of smoothing some noise components. The fundamental idea is
that a valid prediction algorithm should not just consider the data set
values or the deviation between the predicted and real values (e.g., LR
predictor), but it should also be able to estimate from the data set the
load trend. The load trend gives additional information that can be

ð7Þ

The ARIMA prediction model requires a careful choice of the model
parameters, that is typically based on the evaluation of the autocorrelation and partial auto-correlation functions [6]. In this paper, we
consider two model parameter choices that originate two versions of
the algorithm. The static-ARIMA version is based on the evaluation of
the initial 10% values of the data set of the entire experiment. We
expect that an ARIMA-based load predictor that cannot change
continuously its parameters has some difﬁculties to predict accurate
values when the data set is extremely variable. Hence, we consider the
dynamic-ARIMA version that requires a continuous update of their
parameters for every prediction of a new value fĵ + k.

Fig. 5. AP operations: variation trend and degrees of variation for m = 4 past values.
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utilized to evaluate whether a resource load is increasing, decreasing,
oscillating or stabilizing. The proposed adaptive prediction model
(AP) is based on the following steps.
The ﬁrst choice for the estimation of a future value of the time
series concerns the past values that the prediction model wants to
consider. At step j, the model selects a subset of m values of the
ﬁltered data set Fj(r). These m values are sampled from Fj(r) through a
constant frequency q, from fj backward to fj − (m − 1)q. (Here, we
ðr−1Þ
consider the more general instance of q > 1 and q≤
). The goal is
ðm−1Þ
to utilize this subset of past values to predict at step j the value of the
point fĵ + k which is positioned at k steps ahead. In fact, the proposed

Table 2
CPU time (ms) for the computation of a predicted value.

Internal
resource
Web cluster

EWMA

LR

AP

AR

StaticARIMA

DynamicARIMA

0.059

3.785

0.072

6.42

72.141

168.14

38.2

1170

43.6

1971

21,661

49,870

model does not utilize just the plain past values fj − zq (0 ≤ z ≤ m − 1),
but the degree of variation ai between each couple of consecutive
points fj − zq and fj − (z + 1)q for 0 ≤ z ≤ m − 2. For example, the degree of
variation aj − zq is computed as:
aj−zq =

k fj−zq −fj−ðz + 1Þq
;
q
q

0 ≤ z ≤ m−2

ð10Þ

k

where represents the scaling factor which must be introduced when
q
the size of the future window k is different from the size of the past
window q. In these instances, the view of the Cartesian spaces at step j
and at step j + k differs, hence it is necessary to adapt the degree of
variation computed in the Cartesian space at step j with the degree of
variation that will be utilized in the space k steps ahead. The absolute
value of the degree of variation |aj − zq| represents the intensity of the
variation between two consecutive points fj − zq and fj − (z + 1)q. The

Fig. 6. Workload models.

Fig. 7. Prediction error as a function of the k steps ahead—(Stable scenario).
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sign of aj − zq denotes the direction of the variation: a plus represents
an increment of the value between the fj − zq and fj − (z + 1)q data; a
minus denotes a decrement of the trend. Fig. 5 offers a geometric
representation of the AP model operations, when we consider m = 4
points denoting the three segments: ( fj − 3q, fj − 2q), ( fj − 2q, fj − q) and
( fj − q, fj). We associate a degree of variation to each segment, thus
obtaining aj − 2q, aj − q and aj.
In order to predict the value fĵ + k we are interested to combine the
degrees of variation in the most convenient way. We evaluate the socalled variation trend āj, shown in the rightmost part of Fig. 5, as the
weighted linear regression of the m − 1 degrees of variation:
m−2

aj = ∑ vz aj−zq
z=0

ð11Þ

where the best choice of the vz coefﬁcients opens another space of
alternatives. We investigate two possible solutions for the choice of
the weight distribution.
• A uniform distribution gives equal importance to each degree of
variation.
• A geometric distribution assigns decreasing weights to the less recent
degrees of variation that is, vz = ρ(1 − ρ)z, where z ∈ (0,…, m − 2)
and 0 ≤ ρ ≤ 1. This choice actually denotes a class of alternatives
where we can give or not a major importance to the more recent
trend coefﬁcients by increasing the ρ value. (In Section 7, we
consider two choices for ρ.)
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We can conclude by observing that the AP model predicts the
future value fĵ + k through the following linear combination of values:

fˆj

+ k

= aj k + fj

ð12Þ

where āj is the variation trend, k is the prediction window and fj is the
ﬁltered value at step j. In summary, the AP model is based on the
following steps.
• In the set of ﬁltered data Fj(r) it is necessary to choose m points that
have a relative distance equal to q.
• The m points denote m − 1 segments. Each of them is characterized
by a positive or negative degree of variation.
• The combination of the m − 1 degrees of variation originates from
the so-called variation trend ā, that is used as the fundamental
parameter to estimate the future point fĵ + k situated k steps ahead.
The AP model has many qualities: it is a simple algorithm that
satisﬁes the computational constraints of the runtime prediction; it is
adaptable to the time varying patterns of the data sets without the
need of a continuous and costly re-evaluation of the model
parameters; and it is able to reproduce the patterns of the data sets
that allows it to be responsive even to the most severe load variations.

Fig. 8. Qualitative comparison of four prediction models.
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7. Evaluation of the prediction models
7.1. Experimental testbed
We evaluated the prediction quality and the robustness of the AP
model with respect to other linear prediction models for a wide range
of workload models. In this section we consider the following three
representative scenarios.
Stable scenario: it describes a TPC-W workload in the ideal case of a
number of clients that does not change during the experiment. (The
results refer to 120 emulated browsers.) Although the number of
clients is ﬁxed, the number and type of requests reaching the system
are subject to some variations because they follow the transition state
diagram of the TPC-W model. Fig. 6(a) reports the typical behavior of
the number of requests generated by a stable scenario.
Realistic scenario 1 and 2: they describe two realistic Web
workloads where the number of emulated browsers changes during
the experiments lasting for 8000 s. The pattern of the active clients
follows the proﬁles presented in [5] and shown in Fig. 6(b) and (c),
respectively. In these scenarios, the number and type of requests
reaching the system are highly variable.
All scenarios are representative of the typical Web-based workload
that is characterized by heavy-tailed distributions [3,9]. Moreover, the real
scenarios add burst arrivals [19] that contribute to augment the request
skew, and they represent a more stressful testbed for prediction models.
In the adaptive prediction (AP) model, when not otherwise
speciﬁed, we set m = 3 and q = 5, and we consider a uniform
distribution. We consider also an AP model based on a geometric
distribution of the weights with ρ = 0.7, that characterizes a quick
decay of the v values (v0 = 0.7, v1 = 0.21, v2 = 0.063) and on a more
smoothed geometric distribution with ρ = 0.4 that brings to a linear
decrease of the v values (v0 = 0.4, v1 = 0.24, v2 = 0.12).

dynamic ARIMA. There are several measures to evaluate the quality of
a predictor. In this paper we consider the Normalized Mean Absolute
Error (NMAE) between the data obtained by the DFT-based moving
ﬁlter and the predicted data sets [31]. The NMAE calculates the mean
prediction error, and then normalizes it by the mean of the data set
obtained by the DFT-based moving ﬁlter:
N
2
∑j = 1 ðfˆj −fj Þ

N ⁎f

100%

ð13Þ

where N is the total number of predictions, fĵ is the predicted value, fj
is the DFT-based ﬁltered data and f ̄is the mean of the DFT-based data
set.
We initially evaluate the sensitivity of the prediction results to the
temporal size of the prediction window k. As we are interested to
short-term prediction, we focus on k ∈ [1,20] steps ahead. Fig. 7(a)
and (b) reports the prediction results in an ideal stable scenario
concerning CPU utilization and disk throughput, respectively.
In the ideal scenario, all prediction models are valid and share
similar behavior with a NMAE value below or close to 5%. On the
other hand, we will see that in the realistic scenarios the prediction
errors of the models will differ signiﬁcantly. Fig. 8 gives a qualitative
view about the behavior of different predictor models in a realistic
scenario. These ﬁgures report the ﬁltered curve (bold line) and the
predicted curves k = 10 steps ahead (dotted lines) for four
prediction models: AP, EWMA, static and dynamic ARIMA. The
graphs indicate that the AP model achieves the most accurate
prediction because the two curves are really close. The prediction

7.2. Computational cost of the prediction models
We ﬁrst estimate the computational cost of the prediction models
in order to assess their feasibility to runtime requirements. We
evaluate the CPU time required by each predictor to estimate a new
value for one system resource, and then we compute the total time that
a typical cluster can require to predict the internal state of their
servers. The total time estimated in the Web cluster is the sum of the
CPU time required to compute the predicted values and the
communication time required to collect the raw data sets from the
Web cluster nodes. The results are evaluated on an average PC machine
and are reported in Table 2. They refer to the scenario of Fig. 4, but their
costs are representative of any workload. The ﬁrst line of Table 2 shows
the computational cost for predicting one value of one system
resource. If we have to predict just a few values, we can conclude
that the computational cost of any of the considered prediction models
is compatible to runtime constraints. However, we have to consider
that these models are typically applied to complex clusters consisting
of hundreds of servers, where the state of each server may require the
observations of 6–7 internal resources. For example, in the second line
of Table 2 we report the total computational time of the prediction
models applied to a real multi-tier Web cluster composed by 50
servers. If we consider that the reported values does not include the
system times that is necessary to compute the ﬁltered representation,
then we can conclude that: the application of the ARIMA models to
runtime contexts is critical or impossible; LR and AR models can work
only if the prediction interval is not too short; EWMA and AP models
are always adequate to runtime predictions for online decisions.
7.3. Quality of the prediction models
In this section we compare the accuracy of the AP model with
respect to the state of the art predictors: EWMA, LR, AR, static and

Fig. 9. Prediction error as a function of the k steps ahead—(Realistic scenario 1).
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models, such as EWMA (Fig. 8(b)), that tend to smooth the data
variability are affected by high delays in following the data curve.
This is a consequence of the smoothing effects of the lower order
prediction models that do not allow them to react quickly enough to
the changes of the data set pattern. The static linear models, such as
static ARIMA (Fig 8(c)), are affected by too large oscillations because
they tend to amplify the load variation. When the variance of the
time series varies over time, the consequence is an overestimation
of the data values. On the contrary, the dynamic ARIMA that is able
to capture the changing in the load characteristics exhibits an
accurate prediction.
The qualitative analysis is supported by a quantitative comparison.
We consider the data sets coming from the CPU utilization and disk
throughput of the DB servers for the scenarios Realistic 1 and 2. The
histograms in Figs. 9 and 10 denote the prediction errors (NMAE) as a
function of k ∈ [1,20] for all the considered models. These results
conﬁrm that the AP model has the lowest error values for any resource
and scenario. This important result is the consequence of the ability of
the AP model to self-adapt its trend coefﬁcient ā to the data set
behavior. The prediction error of the other models is higher because
either they are characterized by a static choice of the coefﬁcients (e.g.
EMA, AR and static-ARIMA) or, when the coefﬁcients are dynamically
chosen (e.g., dynamic ARIMA), they do not consider any information
about the trend behavior of the data set. If we choose a threshold
equal to 20% as a maximum acceptable error, we can conclude that AP
always achieves adequate results, but in one really critical instance
corresponding to the prediction of the disk throughput for k = 20. On

Fig. 10. Prediction error as a function of the k steps ahead—(Realistic scenario 2).
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the other hand, most static-ARIMA results are unacceptable especially
for the Realistic scenario 2 that is characterized by the most variable
workload. Even the LR, EWMA and dynamic-ARIMA models are
always characterized by a higher prediction error than that of the AP
model. Independently of the characteristics of the data sets, other not
reported results conﬁrm that the AP model is the best model for the
runtime prediction of the behavior of the internal system resources of
Internet-based servers.
In a dynamic context, it is important to measure the quality and
robustness of the AP model by evaluating the sensitivity to its main
parameters that is, the past values (m − 1)q and the choice of the
weights of the degrees of variation. For this analysis, as a representative example, we consider the data set related to the CPU utilization
of the database server subject to the Realistic scenarios 1 and 2. We
initially evaluate the prediction quality of the AP models for (m − 1)q
past values where the sampling frequency q ranges from 0 to 30,
m = 3, and the prediction window is set to k = 10 steps ahead.
Figs. 11(a) and 12(a) show the prediction errors of three AP models
that use different weights for the parameters of the degrees of
variation. From these ﬁgures, we can appreciate that the prediction
quality of any AP models is preserved for a wide range of past data
values and different weights. This robustness is an important attribute
of the proposed model especially if we consider the high variability of
the considered contexts. We can also observe that the AP model
characterized by a quick decay of the weights (ρ = 0.7) outperforms
the other AP models.

Fig. 11. Prediction error of the AP models for different distributions of the weights—
(Realistic scenario 1).

222

S. Casolari, M. Colajanni / Decision Support Systems 48 (2009) 212–223

monitor observations whether a system resource is ofﬂoading, stable
or overloading. This paper represents a ﬁrst contribution in the
direction of investigating and predicting the performance of the
internal resources of Internet-based servers in a short-term horizon.
We have evidenced that observed data sets do not allow any
prediction, but an adequate runtime moving ﬁlter can reduce noises
and exhibit data sets with a sort of short-term correlation. As existing
prediction algorithms achieve unacceptable results even on ﬁltered
data sets, we propose a new class of adaptive prediction models
showing the best precision for different scenarios and data sets, and
stable results for a wide range of parameters. There are several
possible exploitations of the proposed models because short-term
prediction of the system resource behavior is the basis of most
runtime management decisions, such as load sharing, admission
control, hot spot control, and request redirection.
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