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ABSTRACT
Size and complexity of modern data centers pose scalability issues
for the resource monitoring system supporting management operations, such as server consolidation. When we pass from cloud to
multi-cloud systems, scalability issues are exacerbated by the need
to manage geographically distributed data centers and exchange
monitored data across them. While existing solutions typically
consider every Virtual Machine (VM) as a black box with independent characteristics, we claim that scalability issues in multi-cloud
systems could be addressed by clustering together VMs that show
similar behaviors in terms of resource usage. In this paper, we propose an automated methodology to cluster VMs starting from the
usage of multiple resources, assuming no knowledge of the services executed on them. This innovative methodology exploits the
Bhattacharyya distance to measure the similarity of the probability distributions of VM resources usage, and automatically selects
the most relevant resources to consider for the clustering process.
The methodology is evaluated through a set of experiments with
data from a cloud provider. We show that our proposal achieves
high and stable performance in terms of automatic VM clustering.
Moreover, we estimate the reduction in the amount of data collected to support system management in the considered scenario,
thus showing how the proposed methodology may reduce the monitoring requirements in multi-cloud systems.

Categories and Subject Descriptors
I.5.3 [Pattern recognition]: Clustering; D.4.8 [Operating systems]: Performance—Modeling and prediction; H.3.4 [Information
storage and retrieval]: System and software—Distributed systems

Keywords
Cloud Computing, Virtual Machine clustering, Bhattacharyya Distance, Spectral Clustering

1. INTRODUCTION
In the few last years, the rapid growth in demand for modern applications combined with the shift to the cloud computing paradigm
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has led to the establishment of large-scale virtualized data centers.
The advent of multi-cloud further extends this vision by considering multiple data centers (possibly owned by different entities)
cooperating together. Multi-cloud data centers based on Infrastructure as a Service (IaaS) paradigm typically host several customer
applications, where each application consists of different software
components (e.g., the tiers of a multi-tier Web application). We
assume that customer applications can be replicated over multiple
cloud data centers, for example to place applications closer to the
users or to improve availability. At the level of data centers, each
physical server hosts multiple virtual machines (VMs) running different software components with complex and heterogeneous resource demand behavior.
Due to the increasing size and complexity of these infrastructures, the process of monitoring VMs resource usage to support
server consolidation in multiple data centers has become extremely
challenging. As VMs are considered as independent black boxes,
server consolidation requires information about every VM in every
data center. To cope with the scalability issues of monitoring multicloud data centers, a widely used approach is to limit the data collection to only a few resources (typically only CPU or memory) [5,
15, 20, 25]. However, this approach cannot fully capture the VM
behavior and may hinder the effectiveness of the subsequent consolidation tasks.
We claim that the scalability of monitoring in multi-cloud systems may be improved by leveraging the similarity between VM
behaviors. In this way, server consolidation considers the VMs not
as single objects, but as members of classes of VMs running the
same software component (e.g., Web server or DBMS of the same
customer application). It is worth to note that we refer to a multicloud scenario characterized by long-term commitments, that is, we
focus on cloud customers that outsource their data centers to multiple cloud provider purchasing VMs for extended periods of time
(for example, integrating a private cloud with the Amazon so-called
reserved instances). This scenario is, and is expected to be, a significant part of the cloud ecosystem also in the future [12]. Thus,
we can assume that customer VMs do not change frequently the
software component they are running (e.g., in the order of weeks or
months).
The main contribution of this paper is the proposal of an automated methodology to cluster similar VMs in an IaaS multi-cloud
system on the basis of their resource usage. Our approach is consistent with the IaaS vision as it does not require any direct knowledge
of the application logic inside a software component, but it only relies on the information about OS-level resource usage of each VM.
Clustering VMs into classes characterized by similar behavior allows the system to reduce the monitoring for server consolidation

to a subset of VMs that are considered representative for the identified classes.
To determine the similarity among VM behavioral patterns, we
exploit the Bhattacharyya distance [6], a statistical technique measuring the similarity of discrete probability distributions. Then,
a spectral clustering technique is used to group similar VMs into
classes. Our methodology takes into account multiple information
for clustering, including network and I/O related resources, while
current solutions for data center management mainly consider just
CPU or memory. A qualifying point of our methodology is the
capability to automatically select which information are most useful for the clustering process, to avoid considering data that do not
carry any meaningful information and may degrade the clustering
performance due to the presence of spiky or noisy behaviors. To
the best of our knowledge, the automatic clustering of VMs with
similar behavior is a new problem, only recently analyzed in [7, 8],
where clustering was based on the correlation among resource usage. Our proposal outperforms the solutions in [7, 8] thanks to the
use of Bhattacharyya distance and automatic selection of resources
for VM clustering.
We apply the proposed methodology to a dataset coming from
a cloud provider hosting VMs running Web servers and DBMS.
We show that our methodology can achieve high and stable performance in clustering VMs on the basis of the resource usage
monitored over different time periods; in particular, the proposed
clustering is effective even when the VM resource monitoring covers short periods of time (e.g., few days). Furthermore, we quantify the reduction in the amount of data collected in our scenario
for management support, demonstrating the potential benefit for
monitoring scalability. Finally, our results prove that blindly feeding every available information into the clustering process does not
necessarily increase the clustering performance, demonstrating the
advantage of automatically selecting relevant resources.
The remainder of this paper is organized as follows. Section 2
motivates our proposal and describes the reference scenario. Section 3 presents the proposed methodology for VM clustering. Section 4 describes the experimental testbed used to evaluate our methodology, while Section 5 presents the results of the experimental evaluation. Section 6 discusses the related work and Section 7 concludes the paper with some final remarks.

number of shared physical servers. Existing consolidation strategies typically try to predict VM workload over a planning period
of time (e.g., hours or days) based on resource usage patterns observed on past measurements, that are usually carried out with a
fine-grained granularity (e.g., 5-minute intervals). Since consolidation strategies consider each VM as a stand-alone object with independent resource usage patterns, the amount of information about
each VM that is collected and exchanged over a geographical network is likely to arise scalability issues for the monitoring system.
The proposed methodology aims to address the monitoring scalability issues by automatically clustering similar VMs. The main
goal of the methodology is to cluster together VMs of the same
customer application which are running the same software component (e.g., VMs belonging to the same tier of a Web application), and therefore show similar behaviors in terms of resource usage. For each identified classes of similar VMs, few representative
VMs are selected. Then, only the representative VMs of each class
are monitored with fine-grained granularity to collect information
for the global consolidation task, while the resource usage of the
other VMs of the same class is assumed to follow the representatives behavior. It is worth to note that more than two representatives (at least three) are selected for each class due to the possibility that a selected representative unexpectedly changes its behavior
with respect to its class: quorum-based techniques can be exploited
to cope with byzantine failures of representative VMs [10]. The
non representative VMs of each class are monitored with coarsegrained granularity to identify behavioral drifts that could determine a change of class. At the same time, sudden changes leading to server overload are handled by the reactive VM relocation
mechanism. This approach allows us to reduce the amount of information that is periodically collected by the monitoring system to
support global consolidation.

2. MOTIVATION AND REFERENCE SCENARIO
We recall that our reference scenario is a multi-cloud environment characterized by long-term commitment between cloud customers and providers. In particular, we can assume that the software components hosted on each VM do not change frequently
(they typically remain the same for weeks or months). Another assumption is that the cloud providers of the data centers belonging to
the multi-cloud system have an agreement on common monitoring
and management strategies for the global infrastructure.
In such a complex scenario, resource management strategies are
needed to guarantee an efficient use of the system resources while
avoiding overload conditions on physical servers. We consider a
management strategy for multi-cloud systems which consists of
two mechanisms, as in [16]: (a) a reactive VM relocation that exploits live VM migration when overloaded servers are detected [27];
(b) a periodic global consolidation strategy that places customer
VMs on as few physical servers as possible to reduce the infrastructure costs and avoid resource over provisioning [3, 25].
The global consolidation is carried out periodically and aims to
produce an optimal (or nearly optimal) VM placement to reduce the

Figure 1: Multi-cloud system
The reference scenario is depicted in Figure 1. The scheme represents a multi-cloud system, where each cloud data center hosts
physical servers, namely hosts, each running several VMs. A monitor process on each host periodically collects samples of the VM
resources usage using the hypervisor APIs, and sends the collected
data to the cloud controller of the data center. The cloud controllers

perform several tasks. First, they aggregate VM resource usage
time series collected by the monitor processes. Second, they are
responsible for taking decisions about live VM migration within
the data center [27]. Finally, the cloud controllers communicate
(and select) VM data to two centralized components: the clustering engine, which runs the proposed methodology to automatically
cluster VMs, and the multi-cloud controller, which is responsible
for global consolidation strategies. We represent the clustering engine and the multi-cloud controller as external to the cloud data
centers, but they may be placed indifferently within a data center or
in alternative external locations.
Let us now consider the dynamics occurring in the multi-cloud
system to support VM clustering and server consolidation. The process of VM clustering starts from the collection of the time series
of VM resources usage over a certain period of time. The monitor processes are responsible for this data collection. Then, the
cloud controllers of each data center send to the clustering engine
the collected VM resource time series. The clustering engine executes the proposed methodology to cluster together VMs belonging
to the same customer application and running the same software
component. Once the clustering is complete, some representative
VMs are selected for each class. The information on VM classes
and selected representatives are sent to the cloud controllers in each
data center and to the multi-cloud controller for periodic consolidation purposes. The cloud controllers in the data centers selectively
collect data about the resources of the representative VMs of each
class, then send the data to the multi-cloud controller. This latter component carries out global consolidation strategies using the
resource usage of the representative VMs to characterize the behavior of every VM of the same class. The consolidation decisions are
finally communicated to the cloud controllers in each data center
to be applied. It is worth to note that the process of VM clustering is carried out periodically with a frequency that allows to cope
with changes in the VM classes (e.g. few weeks). Furthermore,
the clustering may be triggered when the number of exceptions in
VMs behavior exceeds a given threshold, where for exception we
mean newly added VMs or clustered VMs that changed their behavior with respect to the class they belong to. However, a precise
determination of the activation period or strategy of the clustering
process is out of the scope of this paper.

The steps of the methodology are described in detail in the rest of
this section.

3.1

VM behavior quantitative model

We now formally define the quantitative model chosen to represent the behavior of VMs, then we discuss some critical design
choices involved in this step. Given a set of N VMs, the first step
of the methodology aims at representing the behavior of each VM
n, ∀n ∈ [1, N ], taking into account for each VM a set of M metrics, where each metric m ∈ [1, M ] represents the usage of a VM
resource.
n
n
n
Let (Xn
1 , X2 , . . . , XM ) be a set of time series, where Xm is the
vector consisting of the samples of the resource usage represented
by the metric m of VM n. The probability density function p(Xn
m)
of each time series can be considered as the description of the behavior of metric m on VM n. We represent the probability function
of finite-length time series through normalized histograms. Each
normalized histogram consists of a specified number of bins, where
each bin is associated to an interval of values the metric can take
and represents the sample frequency for the interval, that is the fraction of samples in the time series falling within the interval.
If Bm is the number of bins considered for metric m, the hisn
n
togram of the time series Xn
m is the set Hm = {hb,m ∀b ∈ [1, Bm ]},
n
where hb,m is the frequency associated to the b-th histogram bin
and defined as:
hn
b,m =
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m : x > Xm (b), x ≤ Xm (b)}|
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|Xm |
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where |{x ∈ Xn
m : x > Xm (b), x ≤ Xm (b)}| is the number of
l
U
samples in the range [Xm (b), Xm (b)] and |Xn
m | is the number of
samples in the time series. The bin upper and lower bounds are
l
U
defined as: Xm
(b) = Xminm + (b − 1)∆xm and Xm
(b) =
Xminm + b∆xm , where Xminm is the minimum value of metric
m for every VM, Xmaxm is the maximum value of metric m for
every VM, and ∆xm is the width of a bin for metric m, that is
m
∆xm = XminmB−Xmax
. Figure 2 provides a graphical example
m
of the above defined histogram. This definition ensures that for
each metric m the number of bins is the same for every VM: this
is important for the following step of the methodology because we
need to compare same-sized histograms of different VMs.

3. METHODOLOGY
In this section, we describe the methodology to automatically
cluster similar VMs in a multi-cloud system carried out by the clustering engine component in Figure 1. For each multi-cloud customer application, we aim to group in the same classes VMs which
are running the same software components (e.g., VMs belonging to
the same tier of a Web application), and consequently show similar
resource usage patterns.
The proposed methodology relies on the Bhattacharyya distance
to measure the behavior similarity between VMs. This statistical
technique allows us to determine the similarity between the discrete
probability distributions of the usage samples of the considered VM
resources. Then, we exploit a clustering technique based on spectral analysis [17] to group similar VMs into classes. Specifically,
the methodology consists of the following steps:
• Extraction of a quantitative model to describe VM behavior

Figure 2: Histogram example
The extraction of the quantitative description of the VM behavior
involves some critical design choices which may affect the final
outcome of the clustering process. Specifically, we need to address
the two following issues:

• Definition of a distance matrix representing the similarities
among the VMs

• Selecting which information is useful to capture the VMs behavior

• Clustering based on the distance matrix to identify classes of
similar VMs

• Determining the number of the bins used in the normalized
histograms

Automatic selection of the metrics is a first critical task that may
affect the VM clustering process. A naïve approach of just feeding
into the clustering process as much information as possible may
be counter-productive, because non-significant data may have an
effect comparable to noise and adversely affect the performance of
clustering. Furthermore, any human intervention in the information
selection process should be avoided because it would hinder the applicability of the methodology to large-scale data centers. Hence,
we need to define an automatic process to select relevant metrics.
In the management of data centers, CPU and memory are typically
considered as representative VM metrics [3, 26], but we claim that
they are not sufficient for VM clustering. For metric selection, we
rely on two statistical properties of metric time series: the autocorrelation function (ACF) and the coefficient of variation (CV). We
perform a first selection based on the values of the ACF of each
time series: a quick decrease of the ACF means that the observed
metric exhibits low (or null) autocorrelation. This is the case of
metrics characterized by random perturbations and/or spikes varying in time and intensity which may be detrimental for VM clustering purposes [4]. Hence, we choose to retain metrics showing a
slow decrease of the ACF, which have a strong dependency among
its values. However, a slow decreasing of ACF may be caused by
two conditions: (a) the metric is characterized by trends or periodical patterns that are likely to be relevant to describe the VM
behavior; (b) the metric values show very low variations during
the observation period, thus resulting not relevant for capturing differences in VM behaviors. To eliminate metrics corresponding to
the latter condition, we consider the CV of the metric time series.
Specifically, a very low CV (≪ 1) indicates metrics whose values
vary into very small ranges, and which are likely to provide a not
meaningful informative contribution for VM clustering.
The second critical issue involved in this step of the methodology
is determining the number of histogram bins. The choice is difficult
due to the heterogeneity of the metrics considered in monitoring.
A number of statistical techniques are popularly used to automatically estimate the number of bins of an histogram, such as Scott
and Sturges rules [24]. However, these techniques are optimized
for normally distributed data, while we can not assume a normal
distribution of samples for metrics describing VM resource usage
in cloud data centers. Hence, our choice falls on the FreedmanDiaconis [14] rule, which is a popular technique to determine the
number of histogram bins making use of the inter-quartile range of
the data to cope with samples without the assumption of a normal
distribution.

3.2 Distance matrix
The second step of the methodology consists in building a distance matrix to define similarities among VMs starting from the
histogram-based representation of the VM behavior. To build the
distance matrix we exploit the Bhattacharyya distance [6], which
measures the similarity between two datasets based on their probability distributions. The Bhattacharyya distance Dm (n1 , n2 ) computed according to metric m between VMs n1 and n2 is defined
as:
B q
X
n2
1
Dm (n1 , n2 ) = −ln(
hn
b,m · hb,m )
b=1

n1
1
where hn
b,m is the b-th bin value in the histogram Hm of metric m
2
for VM n1 , while hn
refers
to
VM
n
.
Since
the
histograms are
2
b,m
normalized, the Bhattacharyya distance may take values ranging
from 0 (identical histograms) to ∞ (histograms where the product
of every pair of bins is 0), as shown in Figure 3. However, for clustering purposes a single metric is not sufficient, so we need to com-

Figure 3: Bhattacharyya distance example
bine together more metrics. To this aim, we define the multimetricbased distance as the sum of squares of the distances for each metric, that is:
D(n1 , n2 ) =

M
X

Dm (n1 , n2 )2 am

m=1

where Dm (n1 , n2 ) is Bhattacharyya distance between VMs n1 and
n2 according to metrics m; the boolean variable am have value 1
or 0 depending on whether metric m is considered or not.
Finally, we build the distance matrix D using the distances between every pair of VMs. Due to the nature of the Bhattacharyya
distance, the distance matrix D is positive, symmetric and elements
on the main diagonal have value 0.

3.3

Clustering

The final step of the methodology aims to obtain a clustering solution from the distance matrix D. To this aim, we must transform
D into a similarity matrix S. This step is carried out by applying
a Gaussian kernel operator, that is a common approach to translate
distance into similarity [11]: specifically, we define the similarity
−d2
i,j

as si,j = e σ2 , where di,j is an element of the distance matrix D
and σ is a blurring coefficient of the kernel function. Preliminary
analyses on the impact of the σ coefficient on the clustering results
suggest that the choice of the parameter is not critical for the performance of the clustering algorithm. We choose σ = 0.6 that is a
default value for Guassian kernels in statistical software [18].
To cluster together elements of a set starting from a similarity
matrix, traditional algorithms such as k-means or kernel k-means
are not viable options because they expect as input a set of coordinates for each element to cluster. On the other hand, spectral clustering is a widely adopted solution which is explicitly designed to
manage as input a similarity matrix or matrix-based representation
of graphs [17].
The spectral clustering algorithm computes the Laplacian operator from the input similarity matrix S. The eigenvalues and eigenvectors of the Laplacian are then used to extract a new coordinate
system that is fed into a k-means clustering phase [21]. About
this last phase of the clustering process, we must recall that the
k-means algorithm starts with a random set of centroids. To ensure that the k-means result is not affected by local minimums, we
iterate the k-means multiple times, then we compare the ratio between inter-cluster distances (sum of squares of distances between
elements belonging to different clusters) and intra-cluster distances
(sum of squares of distances between elements of the same cluster). Finally, we select the best solution across multiple k-means
runs as the solution that maximize inter-cluster distances and minimize intra-cluster distances. The output of the clustering is a vector
C, where the n-th element cn is the ID of the cluster to which VM
n is assigned. Once the clustering is complete, we need to select
for each class some representative VMs that will be monitored with
fine-grained granularity. To this purpose, it is worth to note that the
output of the k-means internal phase of spectral clustering provides

as additional output the coordinates of the centroids for each identified class. In this case, the representative VMs can be selected as
the VMs closest to the centroids.

of the clustering algorithm with the ground truth vector C∗ , which
represents the correct classification of VMs into two clusters consisting of Web servers and DBMS servers. Purity is defined as:

4. EXPERIMENTAL TESTBED
To evaluate the performance of the proposed methodology, we
consider a dataset coming from a real cloud data center hosting
customer applications. Specifically, we consider 110 VMs belonging to one customer Web application which is hosted on the cloud
data center and is deployed according to a multi-tier architecture.
Specifically, the 110 VMs are divided in two classes: Web servers
and back-end servers (that are DBMS). We collect detailed data
about the resource usage of every VM for different periods of time,
ranging from 5 to 180 days. The samples are collected with a frequency of 5 minutes. For each VM we consider 10 metrics describing the usage of different resources related to CPU, memory, disk,
and network. The complete list of the metrics is provided in Table 1
along with a short description.
Table 1: Virtual machine metrics
X1
X2
X3
X4
X5
X6

Metric
SysCallRate
CPU
DiskAvl
CacheMiss
Memory
PgOutRate

X7

InPktRate

X8

OutPktRate

X9
X10

AliveProc
ActiveProc

Description
Rate of system calls [req/sec]
CPU utilization [%]
Available disk space [%]
Cache miss [%]
Physical memory utilization [%]
Rate of memory pages swap-out
[pages/sec]
Rate of network incoming packets
[pkts/sec]
Rate of network outgoing packets
[pkts/sec]
Number of alive processes
Number of active processes

As a first step of the methodology, we select a reduced subset of
metrics based on the statistical properties of the metric time series.
We first consider the autocorrelation function (ACF) computed for
different values of the time-lag, and we evaluate how fast the ACF
decreases as the time-lag increases: we discard metrics having a
percentage decrease of ACF greater than 50% for time-lag equal
to 1 [4]. Among the remaining metrics, we operate a further selection based on the coefficient of variation (CV): specifically, we
discard metrics having a value of CV ≪ 1, as discussed in Section 3. Then, we compute for each selected metric m of each VM
n the normalized histogram Hn
m , that is built on the time series
of metric m. We compute the metric histograms according to the
Freedman-Diaconis [14] rule (default) and to the Scott rule [24],
which will be used as a term of comparison. In the second step of
the methodology, the histograms of the selected metrics are used to
compute the distance of Bhattacharyya between pairs of VMs, as
described in Section 5.1. Then, the distance matrix D is computed
starting from the Bhattacharyya distances, and D is given as input
to the third and last step of the methodology. The last step applies
the spectral clustering to the distance matrix D. Since the internal
clustering phase of k-means starts each run with a set of randomlygenerated cluster centroids, we run the final clustering 103 times,
then we select the best solution C.
To evaluate the performance of the proposed clustering methodology, we need a measure indicating how many VMs are correctly
identified as Web servers and DBMS. To this aim, we consider the
clustering purity, which is one of the most popular measures for
clustering evaluation [1] and represents the fraction of correctly
identified VMs. Purity is determined by comparing the output C

purity =

|{cn : cn = c∗n , ∀n ∈ [1, N ]}|
N

where |{cn : cn = c∗n , ∀n ∈ [1, N ]}| is the number of VMs
correctly clustered and N is the total number of VMs.
To understand the benefits for the monitoring system achievable
through the proposed methodology, it is interesting to determine
the potential reduction in the amount of data collected to support
consolidation in the described scenario. Assuming that the global
consolidation strategy considers K metrics for each VM that are
collected with a frequency of 1 sample every 5 minutes, we have to
manage a volume of data 288 · K samples per day per VM. Considering our scenario with 110 VMs, the total amount of data is in
the order of 3.2 × 104 · K samples per day. After the clustering, we
need to continue monitoring every 5 minutes only a few representative VMs per class, while the remaining VMs can be monitored
with a coarse-grained granularity, for example of 1 sample every
few hours. Assuming to select 3 representatives for each of the 2
VM classes, the amount of data to collect after clustering is reduced
to 17.2 × 102 · K samples per day for the class representatives; for
the remaining 104 VMs, assuming to collect one sample of the K
metrics every 6 hours for VM, the data collected is in the order of
4.2×102 ·K samples per day. Hence, we observe that our proposal
may reduce the amount of data collected by nearly a factor of 15,
from 3.2 × 104 · K to 21.4 × 102 · K.

5.

PERFORMANCE EVALUATION

We now evaluate the performance of the proposed methodology
by applying it to the described testbed. In particular, the experimental evaluation aims to investigate the critical design choices
involved in the first step of the methodology, which concerns the
extraction of the quantitative model to describe the VM behavior.
In the rest of this section, we present two experiments, each investigating the impact on clustering performance of a specific aspect
of the methodology first step, as described in Section 3: (a) the
automated selection of the metrics to exclude useless or noisy information; (b) the choice of the statistical rule for determining the
number of the bins of the metric histograms. All experiments evaluate the purity of the VM clustering for different lengths of metric
time series, ranging from 5 to 180 days.

5.1

Impact of metric selection

In this first experiment, we aim to evaluate the impact on clustering performance of the automated selection of relevant VM metrics.
The automated selection is based on the values of the Autocorrelation Function (ACF) and of the variation coefficient (CV) of each
metric, that are reported in Table 2. In particular, third and fourth
columns of the table report the percentage decrease of the values
of ACF computed with time-lag equal to 1 and 5, respectively. We
evidence with colored background the rows corresponding to discarded metrics, emphasizing with bold font the ACF and CV values
that determine the elimination from the set of relevant metrics.
We first discard metrics X4 and X6 because they show a quick
decrease of ACF even for short time-lag (68% and 85% for timelag equal to 1, respectively), meaning that the metrics are likely to
be characterized by random perturbations and/or spikes varying in
time and intensity [4]. Then, we pass to consider the CV of metric
time series. It is worth to note that metric X6 has a CV value ≫ 1,
thus confirming that it is characterized by spiky and noisy behavior [9]. On the other hand, metric X4 is characterized by random

Table 2: Statistical properties of VM metrics
Metric
ACF decrease
CV
Lag=1 Lag=5
X1
SysCallRate
11%
20%
0.87
X2
CPU
14%
23%
1.09
X3
DiskAvl
1%
3%
0.17
X4
CacheMiss
68%
81%
0.60
X5
Memory
5%
9%
0.54
X6
PgOutRate
85%
93%
23.13
X7
InPktRate
12%
19%
1.29
X8
OutPktRate
13%
21%
1.22
X9
AliveProc
1%
3%
0.07
X10 ActiveProc
17%
22%
0.67

All Met
Best Set
X8
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perturbations that determines its lower variance (CV < 1). As regards the remaining metrics, we discard X3 and X9 because they
have a CV ≪ 1, indicating that these metrics show very low variations during the observation period, thus providing a not meaningful informative contribution to differentiate the behavior of VMs
belonging to separated classes.
To demonstrate that the selected metrics bring a relevant contribution to VM description, we evaluate the clustering results achievable by computing the Bhattacharyya distance based just on single
metrics; specifically, we consider two discarded metrics, X6 and
X9 , and the selected metric X8 . Figure 4 compares the clustering
purity achieved for the three considered metrics. From Figure 4 we
observe that both metrics X6 and X9 lead to poor clustering performance, with a purity that is always below 0.75 and 0.7, respectively. On the other hand, the best results are obtained using the
metric X8 , that achieves a purity higher than 0.75 for every time
series length. This result confirms our claim that metrics characterized by spiky behavior or by too low variance do not effectively
contribute in capturing the VM behavior.
X8 (CV ≈ 1)
X9 (CV 〈〈 1)
X6 (CV 〉〉 1)

1

Purity

0.9

Figure 5: Clustering purity considering different metrics

performance and stability of the clustering results for different time
series length. Discarding the metrics based on their ACF and CV
values allows us to avoid the negative effect that adds variability to
the performance of the All Met curve. Such negative impact is evident if we compare the curves referred to metric X8 and All Met:
for some time series length (e.g., 40 and 30 days) the single metric
achieves better results than the All Met curve, whose performance
is decreased by the negative effect of metrics which are discarded in
the Best Set. It is also worth to note that the clustering purity for All
Met is particularly variable for long time series (left part of the figure). This result is apparently counter-intuitive, because it should
be easier for the clustering process to correctly associate VMs to
the belonging class when longer sequences of characterizing measurements are available. However, the reason of this behavior can
be found in the presence of multiple local maxima (modes) in the
distributions of long metric time series. The multi-modal nature
of these distributions, that was evidenced by preliminary statistical
analysis carried out on metric time series, tends to hinder the performance of the clustering process. However, an appropriate selection of metrics significantly reduces the sensibility of the clustering
results to the length of the time series.
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Figure 4: Clustering purity for single metrics
We now consider the set of most relevant metrics determined
by the automated selection based on ACF and CV values, namely
Best Set: SysCallRate (X1 ), CPU (X2 ), memory (X5 ), InPktRate
(X7 ), OutPktRate (X8 ) and ActiveProc (X1 0). Figure 5 shows the
clustering purity as a function of time series length for different
metric combinations: the entire set of 10 metrics, namely All Met,
the Best Set and the selected metric X8 for comparison term.
We first observe that the use of the Best Set leads to two important achievements with respect to the entire set of metrics: better

Table 3: Clustering purity of Best Set vs. single metrics
Time Series
Single Metric
Best
length [d]
X1
X2
X5
X7
X8
X10
Set
180
0.70 1.00 0.95 0.75 0.95 1.00 1.00
120
0.82 0.90 1.00 1.00 0.75 0.81 1.00
60
0.82 1.00 1.00 0.94 0.93 0.93 1.00
40
0.80 0.75 0.90 0.90 0.85 0.90 0.95
30
0.76 0.80 0.85 0.68 0.88 0.88 0.94
20
0.76 0.81 0.79 0.87 0.88 0.83 0.90
15
0.79 0.82 0.74 0.85 0.85 0.77 0.87
10
0.78 0.81 0.71 0.83 0.84 0.71 0.85
5
0.78 0.82 0.68 0.80 0.83 0.70 0.84
Another interesting observation is that the clustering purity of
the Best Set outperforms the results of each single metric selected
as relevant, as clearly shown in Table 3, where the highest value
of purity for every time series length is emphasized in bold font.
Furthermore, it is worth to note that the purity of the Best Set outperforms (by up to 14%) the results of the clustering approach presented in our previous studies [7, 8], where clustering was based
on correlation among VM metrics: for example, for 20-days time

series the Best Set achieves a purity higher than 0.9, against a value
close to 0.8 of the correlation-based approach.
A final observation comes from the comparison between the results of the Best Set and those reported in second and third columns
of Table 3, representing X2 (CPU) and X5 (Memory), respectively:
the use of single resources like CPU and memory, that typically are
the only metrics considered in cloud data center management, is
not sufficient to capture the VMs behavior for clustering purposes.
Hence, this experiment confirms the need to consider multiple resources to correctly characterize VM behavior, but also demonstrates the importance of selecting the information to avoid adding
useless data which may significantly decrease the clustering performance.

5.2 Impact of histogram characteristics
To support the choice of the Freedman-Diaconis (FD) rule [14]
to determine the number of histogram bins, we now evaluate the use
of another statistical rule, namely Scott [24]. The Scott rule tends to
minimize the integrated mean squared error of the density estimate,
so it is widely used for random samples of normally distributed
data. Figure 6 shows the values of the clustering purity as a function
of time series length for histograms generated through FD and Scott
rules. In this experiment we use the selected metrics belonging
to the Best Set defined in the previous experiment to compute the
Bhattacharyya distance.
Best Set (FD)
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Figure 6: Purity for different time series length and histogram
number of bins
As shown in Figure 6, the use of the FD rule allows us to achieve
for every time series length a clustering purity that is significantly
higher with respect to the case of the Scott rule, with a difference
in the achieved purity up to 0.17. We should consider that the Scott
rule produces histograms with a much lower number of bins with
respect to the FD rule (1 or 2 orders of magnitude, depending on the
metric). This explains the worse results of the Scott case, because
few and coarse bins are not accurate enough to describe metric distributions and, consequently, VMs behavior.

The Reservoir project [23] is one of the most significant efforts in
the field of frameworks for multi-cloud. The proposed architecture
aims to support federation of cloud providers offering a uniform
interface explicitly designed to support the deployment of business
services. Other frameworks have been proposes and analyzed in
the scope of multi-cloud. For example, several frameworks such as
Eucalyptus 1 , Open Nebula 2 , Nimbus 3 support different virtualization technologies, that represent a key feature for a multi-cloud
environment.
As regards the issue of monitoring large data centers, current
solutions typically exploit frameworks for periodic collection of
system status indicators. Most frameworks for multi-cloud monitoring rely on standard building blocks such as Ganglia4 , Cacti 5
or Munin 6 . However, monitoring a large number of VMs in a
geographically distributed environment remains a challenge unless
some technique is used to reduce of the amount of data to collect
and store. Our proposal explicitly aims to address this problem.
Similar scalability issues can be observed for multi-cloud management. Most management solutions are inherited from traditional cloud literature, and can be divided in two categories: reactive on-demand solutions that can be used to avoid and mitigate server overload conditions, and periodic solutions that aim
to consolidate VMs exploiting optimization algorithms. The two
approaches can be combined together [16]. Examples of reactive solutions are [5] and [15], that propose a mechanism based
on adaptive thresholds regarding CPU utilization values. A similar approach is described also in Wood et al. [27] with a rulebased approach for live VM migration that defines threshold levels
about the usage of few specific physical server resources, such as
CPU-demand, memory allocation, and network bandwidth usage.
We believe that this type of solution can be integrated in our proposal at the level of cloud controllers. An example of periodic VM
consolidation solutions is proposed by Kusic et al. in [19], where
VM consolidation is achieved through a sequential optimization approach. Similar solutions are proposed in [3, 26]. However, these
approaches are likely to suffer from scalability issues in large scale
distributed systems due to the amount of information needed by the
optimization problem. The scalability issue is exacerbated in the
context of multi-cloud infrastructures due to the geographic scale.
Solutions like our proposal, aiming to reduce the amount of data to
collect and consider for the management of cloud data centers, may
play a major role for the applicability of consolidation strategies to
multi-cloud systems.
In preliminary studies [7, 8], we exploit the correlation between
resource usage to cluster VMs depending on their behavior. However, the methodology presented in [7, 8] suffers from some drawbacks: the clustering performance decreases rapidly for short metric time series as well as in presence of time periods, even short,
during which VMs are idle. On the other hand, the approach proposed in this paper overcomes these issues thanks to the use of
spectral clustering technique [13, 22] and Bhattacharyya distance [6]
to determine the similarity between VMs. Zhang et al. [28] propose a method for VM clustering in cloud systems; however, they
only consider storage resources in order to perform storage consolidation strategies. On the other hand, our proposal focuses on the

6. RELATED WORK
Multi-cloud systems have been proposed in the last few years
to address the shortcomings of traditional cloud infrastructures by
providing large cloud services for customers. Research in this field
ranges from the proposal of multi-cloud frameworks and federations of cloud providers [23] up to proposals of development models [2], and solutions for monitoring and management of cloud resources.

1

http://www.eucalyptus.com
http://www.opennebula.org
3
http://www.nimbusproject.org/
4
http://ganglia.sourceforge.net/
5
http://www.cacti.net
6
http://munin-monitoring.org/
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more general problem of global server consolidation and takes into
account multiple resources to describe VMs behavior.

7. CONCLUSIONS AND FUTURE WORK
We proposed a methodology for automatically clustering VMs
into classes sharing similar behavior to improve the scalability of
monitoring process supporting management operations in multicloud cloud data centers. The methodology exploits the Bhattacharyya
distance to determine similarities among different VMs starting
from their resource usage. The methodology considers multiple
VM metrics and automatically selects which of them actually bring
useful information for VMs clustering. The application of the proposed methodology to the data center of a cloud provider shows that
the accuracy of VMs clustering ranges between 100% and 84% for
every considered scenario and can reduce the amount of data collected by a factor of 15.
As a future work we plan to validate our methodology with multiple complex scenarios where the data centers host several different applications. Furthermore, we aim to evaluate if the VM clustering can be exploited to improve the scalability not only of the
monitoring but also of the server consolidation process.
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